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ABSTRACT 
General purpose graphic processor units (GPUs) offer hardware solutions for many high performances computing (HPC) 
platform based applications other than graphics processing for which they are originally designed. The multithreaded approach 
of compute unified device architecture (CUDA) based programming suits the many core execution for HPC solutions of 
problems such as radar matched filtering required in synthetic aperture radar (SAR) image generation. In this paper, we 
evaluate the efficiency of computation in many core GPU platforms such Tesla and Kepler series from NVIDIA and compare 
the performance with multi-core CPU execution. 
Keywords: GPGPU, High performance computing, CUDA, radar, FFT. 

1. INTRODUCTION 
The programmable general purpose graphic processor units (GPGPUs) have evolved into highly parallel, 
multithreaded; many core processor units with tremendous computational horsepower and very high memory 
bandwidth driven by the insatiable demand for real time, high-definition 3D graphics. GPUs are specialized for 
graphics rendering and processing those are compute-intensive and highly parallel processes, and therefore are 
designed such that more transistors are devoted to data processing rather than data caching and flow control.  
These GPU platforms available from NVIDIA, ATI, AMD, Intel, etc. have a large number of processors (of the order of 
a few hundred) structured to allow multiple threads of execution. In 3D rendering, there is a mapping between large 
sets of pixels and vertices to parallel threads. Similarly post-processing of rendered image/pictures, video coding or 
encoding and decoding, image/picture scaling, stereo vision, etc. from image and media processing applications can 
map image blocks and pixels to parallel processing threads. The GPUs are especially well-suited to address problems 
related to data-parallel computations where the same program is executed on many data elements in parallel with high 
arithmetic power, i.e., with ratio of high arithmetic operations to the number of memory operations which lower the 
requirement of sophisticated flow control. As the same process is executed on many data elements and has high 
arithmetic intensity the memory access latency can be hidden with calculations instead of big data caches. In parallel 
processing, each data elements maps to parallel processing threads. Many applications other than video and graphics 
display and animations that process large data sets can use data-parallel programming models to speed up 
computations. 
Along with the improvement in GPU hardware architecture design there is simultaneous development in dedicated 
high performance computing software environment such as compute unified device architecture (CUDA) from 
NVIDIA. CUDA is designed as a C-like programming language and does not require remapping algorithms to graphics 
concepts. CUDA exposes several hardware features that are not available via the graphics API. The most significant of 
these features is shared memory, which is a small (currently 16KB per multiprocessor) area of chip on memory which 
can be accessed in parallel by blocks of threads. Combined with thread synchronization primitive, this cache memory 
reduces the bandwidth requirement in parallel algorithms than chip off memory. This is very beneficial in number of 
common applications such as fast Fourier Transforms, linear algebra, and image processing filters. 
This thread concept of CUDA programming enables single instruction multiple data (SIMD) architecture of instruction 
sets that are readily suited for many core execution in GPUs [1]. 
Radar signal processing, in particular radar matched filtering is a data intensive operation that is fundamental to all 
post processing operations involved in detection, recognition or identification of radar targets. Large sets of radar 
backscattered data are convolved with the matching transmitted waveforms repeatedly in radar matched filtering for 
transmission of every pulse at regular pulse repetition intervals (PRI) [2]. Apart from target detection, radar matched 
filtering operation is fundamental to range-azimuth high-resolution synthetic aperture radar (SAR) imaging process. 
For example, nominal footprint size in fine beam mode of operation of RADARSAT-1, an earth observation satellite 
with a C-band SAR sensor as payload is 50Km in range and 3.6Km in azimuth. The scale of numerical computations 
involved in RADARSAT-1 imaging is of the order of gigaflops (GFLOPs) that may be appreciated from the fact that 
such ground footprint results a ground image with 7.2m ground range resolution and 5.26m fine spatial resolution in 
azimuth. It is estimated that for RADARSAT-1 payload the range-azimuth imaging of 6840 _ 4096 pixels of radar 
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backscattered data take 5.11 GFLOPs of complex computations of which 60% computations goes in repeated azimuth 
matched filtering process. This makes radar matched filtering in SAR imaging a strong contender for GPU based high 
performance computing applications for fast delivery of radar images from the space borne or airborne SAR 
payloads[3]. 
In this paper, we demonstrate computation efficiency of performing radar matched filtering in GPU platforms utilizing 
the SIMD approach of CUDA programming libraries. We evaluate the efficiency of performance for a number of state 
of the art GPUs such as Tesla and Kepler series many core platforms from NVIDIA. We also compare the high 
performance GPU characteristics of radar matched filtering FFT operations with that of multicore CPU performance 
such as with Intel Xeon Processor E5-2620 CPU. 

2. BACKGROUND OF RADAR MATCHED FILTERING 
The use of matched filter is to correlate a known signal, or template, with an unknown signal to detect the presence of 
the template in the unknown signal. This is the ideal linear filter for maximizing the Signal to Noise Ratio (SNR) in 
the presence of additive stochastic noise. Matched filters are commonly used in radar, in which a known signal is sent 
out, and the signal which is reflected is studied for similarity between sending and receiving signal. [11] 
Coherent receivers work on the principle of matching the received signal phase with the transmitted signal phase at a 
stable frequency of transmission. This may be obtained by using either a matched filter or correlator, maximizing signal 
to noise ratio (SNR) at the time instant of matching. The SNR at the output of a matched filter ( ) is related to 
the SNR at the matched filter’s input ( ) by 

 
Where  is the transmit pulse length and  transmitted signal bandwidth. The value of  is known as the time-
bandwidth product and represents the gain achieved by using a matched filter. Both transmit pulse length and pulse 
bandwidth affect radar range resolution. Mathematically the best matched filter is represented by the correlation of the 
transmitted pulse,  with the received delayed replica of . 

 
This operation of matched filtering is typically performed in the frequency domain where the correlation operation 
becomes a multiplication. Implementation of matched filtering in digital domain depends heavily on fast Fourier 
transform (FFT) based techniques, such as fast convolution processor (FCP). While any pulse modulation can be used, 
one of the commonly used pulses with to produce high ( ) and fine range resolution is the linear frequency 
modulated (LFM) chirp. 

 
 
Figure1. Block diagram for radar matched filter correlator. 

 
The transmitted signal for pulsed coherent radar is a LFM chirp for duration T and is given by [4] 

 
where  is the intermediate frequency (IF) of transmission. The starting frequency of FM chirp is  and  is the rate 

of frequency sweep. The rectangular time window function is represented by , which is zero outside the interval 
;  is the initial phase of transmission at IF. The received chirp is a delayed, noisy and attenuated version of . The 

received signal from a single target at IF is 

 
Here,  is the carrier frequency of transmission and  represents the radar cross section (RCS) of the target, a measure 
for target reflectivity. The corresponding round trip delay in receiving is  . The additive narrow-band Gaussian 
noise from the receiver front end is . The correlator may be represented in block diagram form as in Fig. 1. Here, 

 is the received signal at the antenna of the receiver. The best match is declared at the delay  where  is 
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maximum. In reality,  is a narrow-band, real bandpass signal centred at ; its analytical representation is 
given by, 

 
From (5) it is seen that the echo envelope  is the delayed complex transmit envelope , with a constant 
phase term ;  being the complex representation of noise  . is expressed as  

 
The correlation in Fig. 1 therefore, can be performed after narrowband bandpass to lowpass frequency translation in 
quadrature I-Q channels without loss of spectral information. It can be shown that the response due to the complex 
impulse function,  is double the response due to the real impulse function, . Therefore following 
expression is the correlation equivalent of matched filter expression in (2) 
 

 
 being the received data window time interval. Here,  and  are the correlation coefficients in I - Q 

channels respectively;  in Fig. 1 is given by 

 
The main lobe of  is a very narrow pulse of width  with peak at , the time instant of peak signal-to 
noise ratio. A compression gain of  is achieved using such LFM chirp compression after correlation operation. In 
digital domain FCP in (7) can be implemented as complex correlation of ; , the discrete versions of signals 

;  and considering  a single complex vector. In FFT domain (7) can be expressed as 
 

 
with the constant phase and magnitude term taken away. L is the size of the received data vector in time window , M 
is the size of transmit data vector in time window T . The absolute magnitude of inverse FFT of  produces the 
desired matched filter output  with both magnitude and delay information of the target with RCS . 

3. THREADED HIGH PERFORMANCE COMPUTING WITH CUDA 
In CUDA programming, the original program is first compiled to conform to the CUDA device instruction set and it 
becomes a parallelized new program kernel. The kernel is downloaded to the GPU device that acts as a coprocessor to 
the host CPU and is executed by the mechanism of threads that are organized in thread blocks. The threads within a 
thread block can co-work with each other through the shared memory and can synchronize their execution to 
coordinate their memory access. The maximum number of threads within a thread block is limited; however, thread 
blocks that execute the same kernel can be batched together to form a grid of blocks. Therefore, the total number of 
threads that execute a single kernel can be much larger. Threads in different thread blocks are unable to access the 
same shared memory and they run independently. All threads in a grid execute the same kernel function, and so they 
depend on unique coordinates to distinguish themselves from each other and to identify the appropriate portion of the 
data to process. These threads are structured into a two-level hierarchy. CUDA runtime system assigned a unique 
coordinates as blockId and threadId assigned to each thread shown in Fig. 2. At the top level, each grid consists of one 
or more thread blocks. Each thread block is in turn organized as a 3D array of threads with a total size of upto 512 
threads. 
Figure 2 shows a small grid that consists of 4 blocks organized into a 2_2 array. The blockId and threadId appear as 
built-in variables that are initialized by the runtime system and can be accessed within the kernel functions. 
Coordinates of the thread is formed by returning references to blockId and threadId values when thread executes kernel 
functions.  
The code execution in CUDA differs significantly from single threaded CPU execution and before CUDA, the parallel 
code execution for GPUs. In a single threaded model, the CPU fetches a single instruction stream in which all the 
instructions in that stream operate serially on the data. The instruction stream is routed by a superscalar CPU through 
multiple pipelines, with only one instruction stream. Here the degree of parallelism in instruction execution is strictly 
limited by data and resource dependencies. Even the best four-, five-, or six way superscalar CPUs struggle to average 
1.5 instructions per cycle. Single-instruction-multiple-data (SIMD) extensions permit many CPUs to extract some data 
parallelism from the code, usually 3 or 4 operations per cycle. Another programming model is general-purpose GPU 
(GPGPU) processing. This processing is highly parallel, operates on large data set but relies heavily on off-chip”video” 
memory. Different threads must interact with each other through off-chip memory.  
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Figure. 2. An example of CUDA threads organization for execution in GPU platform. 

 
These frequent memory accesses tend to limit performance. High performance computing by CUDA takes a third 
approach shown in Fig. 3. CUDA divides the data set into smaller chunks stored in on-chip memory, and then allows 
multiple thread processors to share each chunk. Storing the data locally reduces the need to access off-chip memory, 
thereby improving performance. Sometimes, of course, a thread does need to access off-chip memory, such as when 
loading the off-chip data it needs into local memory. The off-chip memory accesses usually don’t stall a thread 
processor in the CUDA model. Instead, the stalled thread enters an inactive queue and is replaced by another thread 
that’s ready to execute. When the stalled threads data becomes available, it enters another queue that signals readiness 
for execution. Groups of threads take turn executing in circular fashion, ensuring that each thread gets execution time 
without delaying other threads. 

4. IMPLEMENTATION OF RADAR MATCHED FILTERING IN GPGPU AND CPU 
Following the background of radar matched filtering in Section II the SAR raw data samples forming a signal vector 
are processed using CPU - GPGPU in the following manner: 
 Transmitted and received signal vector blocks are partitioned into TX1 & TX2 and RX1 & RX2 of equal length 

(N/2). These four individual blocks are copied from CPU to GPGPU via Host to Device (H2D) CUDA operation on 
which (N/2) point FFT computation are performed using CUDA CUFFT library [6]. 

 FFT output of TX1 is multiplied in parallel with FFT output of RX1 using (N/2) multiple threads in CUDA 
followed by (N/2) point IFFT on the multiplication product. Similarly operation is done for TX2 and   RX2 to 
obtained second multiplication product. 

  The two individual block obtained undergo IFFT operation in GPGPU which is then copied back to CPU using 
    Device to Host (D2H) operation. 
 These individual (N/2) resultant block vector obtained are summed up in CPU to get final result of N- point 

matched filtering of data vector. 
 

 
Figure 3. Three different models for high performance computing in CPU and GPU platforms. 
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The performance comparison of FFT on Intel Xeon Processor E5-2620 CPU and FX1800 GPGPU having 64 cores with 
processing speed of 2.2GHz is shown in Fig. 4. The FFT computation are done on Xeon CPU having maximum 12 
threads whereas FX1800 GPGPU is having maximum 512 threads per block. It is found that as the length of sequence 
increase GPGPU execution of FFT shows remarkable reduction time as compared to CPU. Although for 1024 points of 
FFT execution CPU performs faster as compared to GPGPU since even for small number of computation GPGPU has to 
perform memory transfer operations such as Host to Device (H2D) and Device to Host (D2H) that consume more time 
as compared to the time required for the FFT computation in CPU [7].  
All the CUDA-GPGPU computation were performed using standard CUDA library named CUFFT whereas all the CPU 
computation where performed using standard C library. The resultant efficiency in performance of radar matched 
filtering given in (9) in GPU platform such as FX1800 is compared to that of the CPU platform of Xeon processor and 
is shown in Fig. 6. It is seen from the table that even for a 64 core GPU the efficiency is 72% higher for a length of 
8192 point FFT that is standard for data vector size in SAR image generation. 
A. Concurrent execution of radar matched filter in CUDAGPGPU 
As explained in Fig. 3 the raw data transfer from host and kernel execution in device utilizing multithreaded CUDA 
streams work concurrently in CUDA -GPGPU architecture. First, the huge bulk raw data needs to be transferred from 
host memory to device memory. To obtain the highest bandwidth between host and device, CUDA provides a runtime 
API cudaMallocHost() to allocate pinned memory. For PCIe X 16 Gen2 GPU cards, the obtainable transfer rate could 
be more than 5 GBps. CUDA provides asynchronous transfer technique that can enable overlap of data transfer (DH1) 
and Kernel computation (K2) on devices. It demands to replace blocking transfer API cudaMemcpy() with non-
blocking variant cudaMemcpyAsync(), in which control is returned immediately to the host. Besides, the asynchronous 
transfer version contains an additional argument: stream ID. A stream is simply a sequence of operations that are 
performed in order on the device. To achieve concurrence of data transfer and kernel computation, they must use 
different non-default streams. 

 
Figure 4. Block diagram of radar matched filter execution in CUDA-GPGPU. 

 

 
Figure 5. Comparison of FFT computation timing in CPU and GPU. 
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Figure 6. Summary of matched filter computational timing for execution in CPU and GPU for different lengths of FFT. 

 
The sequential and concurrent operations for data transfers and kernel computation are shown in Fig. 7. Data transfer 
is executed by stream 1 followed by Device to host (D2H) transfer. During D2H transfer of stream 1 is taking place 
stream 2 perform kernel execution (K2) which overlaps with previous D2H transfer. In concurrent execution, the kernel 
execution of one block and data transfer of the subsequent block is taking place simultaneously. As the data blocks are 
pipelined in device execution, D2H transfers are done independently and in concurrent manner. The overlapped 
execution provides efficiency in saving computation time as shown by performance improvement in time in Fig 7. 
Performance improvement is achieved due to concurrent execution of multiple threads in CUDA programming as 
compared to the execution on same amount of data in CPU that is based on single threaded operations. 
 

 
Figure 7. Concurrent executions of radar filter in CUDA-GPGPU. 

 
B. Comparison of kernel execution timings in family of GPUs from NVIDIA 
Architecture features of many core GPUs such as Kepler GK110 (Tesla K20C) and Fermi GPU (Tesla C2075) are 
shown in Fig. 8. These are many core varieties providing very high computation horse power in the range of Teraflops 
with very high memory bandwidth capacity. Kernel execution timing is the time required by the GPGPGU to perform 
the FFT computation as well as the concurrent multiplication of FFT point by point in obtaining the radar matched 
filter output. The concurrent multiplication of transmit and received data blocks is achieved through point by point 
multiplication in N threads where N is the size of the FFT vector. 
The results of kernel matched filtering execution for a family of GPUs is shown in the following figures and tables. 
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Figure 8. Comparison of GPU architecture features of Kepler and Fermi families from NVIDIA. 

 

 
Figure 9. Kernel execution time of FFT in CUDA-GPGPU. 

 
For comparison purpose we have used FX1800 (64 cores), M2090-Fermi GPU (448 cores), and K20C- Kepler GPU 
(2496 cores) devices for a number of length of received data vector. 
As shown in the bar graph of Fig. 9, the kernel execution timings of FFT computation for a large variety of length of 
data vectors are all in microseconds. The most computation efficient platform is the K20C device with highest number 
of cores and therefore capable of producing maximum number of threads of SIMD instructions. The results are 
tabulated in Fig. 10 for FFT computation. The total execution timing for radar matched filtering include the H2D 
transfer, kernel computation and D2H transfer timing including the threaded multiplication between two FFT vectors. 
As seen in the bar graph of Fig. 11 GPGPU consume more time in H2D and D2H memory transfers as compared to 
kernel execution timing of FFT shown in Fig. 9. Therefore, the total execution timings come in milliseconds with the 
memory transfer taking most of the computation time. The results of total time in execution are tabulated in Fig. 12 
with time in millisecond. 

 
Figure 10. Table of kernel execution time of FFT in CUDA GPGPU. 
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Figure 11. Total execution time of radar matched filter in CUDA GPGPU. 

 

 
Figure 12. Table of total execution time of radar matched filter in CUDA-GPGPU. 

5. CONCLUSION 
Detailed study of performance of GPGPU families as an application to radar matched filtering is done in the paper.  
For parallel computing by CUDA, allocating data for each thread is important. 
Since SAR imaging involves computation over large size data vectors, the multithreaded execution provided by 
CUDAGPGPU environment provides a viable method to generate SAR image via such high performance computing 
platforms. We show the detailed performance characteristics of three members of GPU families to achieve this 
objective. 
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