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Abstract 

iSCSI is proposed as a possible solution to building future storage systems. However, using iSCSI raises numerous questions 
about its implications on system performance. This lack of understanding of system I/O behavior in modern and future systems 
inhibits providing solutions at the architectural and system levels.  Our main goals in this work are to understand the behavior of 
the application server (iSCSI initiator & iSCSI target), to evaluate the overhead introduced by iSCSI compared to systems with 
directly-attached storage, and to provide insight about how future storage systems may be improved. We use commodity PCs with 
several disks as storage nodes and a Ethernet network as the storage network. On the application server side we use a broad range 
of benchmarks and applications to evaluate the impact of iSCSI on application and server performance. Our analysis reveals how 
iSCSI affects application performance and shows that building next generation, network-based I/O architectures, requires 
optimizing I/O latency, reducing network and buffer cache related processing in the host CPU, and increasing the sheer network 
bandwidth to account for consolidation of different types of traffic. iSCSI is the block-level storage protocol that lets users create 
a separate storage network using Ethernet. This protocol uses Ethernet as a transport for data from servers to storage area 
Networks. 
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1. INTRODUCTION 
As we enter a new era of computing, data storage has changed its role from secondary with respect to CPU and RAM to 
primary importance in today’s information world. Online data storage doubles every 9 months due to an ever-growing 
demand for networked information services. In general, networked storage architectures have evolved from network-
attached storage (NAS), storage area network (SAN) to most recent storage over IP (IP SAN). SAN technology, on the 
other hand, provides a simple block level interface for manipulating nonvolatile magnetic media. The complex 
administration and cost are indicated by many researches as the key barriers to adopt SAN solutions. SANs are dedicated 
networks that connect servers to storage devices and transport storage traffic without burdening the enterprise LAN. 
Several factors help make SANs attractive, including performance, reliability, availability, scalability and ease of 
management. Without the potential for centralized data management provided by SANs, consume disk space, while 
multiple file versions cause reconciliation problems. 
In the absence of mature management tools, servers with high-demand applications and often-used data can become 
overloaded while others remain relatively idle. SANs, used in conjunction with managements tools, help reduce these 
problems. SANs are also highly scalable. Growing storage demands can be met by simply installing more storage and 
network resources . NAS has recently been gaining general acceptance, because it can be managed easily and files shared 
among many clients that run different operating systems. It also offers some other advantages such as parallel I/O, 
incremental scalability and lower operating costs (Sohan and Hand, 2005). The advent of Gigabit Ethernet and high 
speed transport protocols further facilitates the adoption of NAS. Recently, the community is very active in designing a 
large storage system that involves multiple NAS nodes, while providing scalability and simplified storage management. 
An NAS normally consists of several key layers including storage devices, logical volume manager, local disk file system, 
and network file system. 
 
2. SCSI CONCEPT 
In computing, iSCSI is an abbreviation of Internet Small Computer System Interface, an Internet Protocol (IP)-based 
storage networking standard for linking data storage facilities. By carrying SCSI commands over IP networks, iSCSI is 
used to facilitate data transfers over intranets and to manage storage over long distances. iSCSI can be used to transmit 
data over local area networks (LANs), wide area networks (WANs), or the Internet and can enable location-independent 
data storage and retrieval. The protocol allows clients (called initiators) to send SCSI commands (CDBs) to SCSI storage 
devices (targets) on remote servers. It is a popular storage area network (SAN) protocol, allowing organizations to 
consolidate storage into data center storage arrays while providing hosts (such as database and web servers) with the 
illusion of locally-attached disks. Unlike traditional Ethernet Channel, which requires special-purpose cabling, iSCSI can 
be run over long distances using existing network infrastructure. iSCSI uses TCP/IP. There are two components are 
explain the working of iSCSI in both server and client: 
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2.1. iSCSI Initiator : 
The iSCSI initiator which is the client connected to the target, which “uses” the storage block from the target. Again,        
the target can be hardware based or, more likely, software based. , the iSCSI Initiator sends SCSI commands to the iSCSI 
Target. These SCSI commands are packaged in IP packets for this purpose.  An iSCSI initiator that was developed by 
Cisco is available as open-source and has served as the basis for other projects. The client is an initiator and plays the 
active role in issuing commands .The iSCSI Initiators are available in a PCI-X or PCIe card, which implements the iSCSI 
functionality. Such a card is also called an iSCSI HBA. In the server’s operating system, such an iSCSI HBA appears to 
be a RAID controller With an iSCSI HBA, booting a server through iSCSI is possible. iSCSI Software Initiator: an iSCSI 
Initiator implemented by software. The computing operations of the iSCSI initiator are performed by the server’s CPU in 
this solution Standard network cards are used on the hardware side for communication with the iSCSI Target. An 
example of this is: Microsoft iSCSI Software Initiator iSCSI Software Initiators are less expensive, widely distributed and 
very stable. Even iSCSI over 10 Gbit Ethernet will be able to be easily implemented in the future using normal 10 Gbit 
Ethernet adapter cards. 
2.2. iSCSI Target 
It is simply the storage device that contains the physical storage. The target can be hardware based or, more likely, 
software based. iSCSI target package has not been developed this package is installed by online Microsoft iSCSI target. A 
server in an iSCSI storage network is called the iSCSI Target Node (or simply, 'iSCSI Target'). Such an iSCSI Target can 
provide one or more so-called logical units (LUs). The server is a target and has a passive role in fulfilling client requests, 
having one or more logical units that process initiator commands. The following forms of iSCSI Targets are available: as 
hardware as iSCSI Storage Arrays (such as  IBM DS3300) as Software as iSCSI Target Software for installation on a 
standard server: Windows: Microsoft iSCSI Software Target 3.3. 

 
Figure 1: Storage Area Network 

 
2.3. MIRRORING (RAID LEVEL 1) 
Disk mirroring stores the same data to two separate disks at once. If one disk fails, all the information is still available on 
the other disk. (This is also known as Raid Level 1.) Mirroring is a technique to allow a system to automatically maintain 
multiple copies of data so that in the event of a disk hardware failure a system can continue to process or quickly recover 
data. In data storage, disk mirroring is the replication of logical disk volumes onto separate physical hard disks in real 
time to ensure continuous availability. It is most commonly used in RAID 1. A mirrored volume is a complete logical 
representation of separate volume copies. In a Disaster Recovery context, mirroring data over long distance is referred to 
as storage replication. Depending on the technologies used, replication can be performed synchronously, asynchronously, 
semi-synchronously, or point-in-time. Replication is enabled via microcode on the disk array controller or 
via server software. It is typically a proprietary solution, not compatible between various storage vendors. Mirroring is 
typically only synchronous. Synchronous writing typically achieves a Recovery Point Objective (RPO) of zero lost data. 
Asynchronous replication can achieve an RPO of just a few seconds while the remaining methodologies provide an RPO 
of a few minutes to perhaps several hours. Disk mirroring differs from file shadowing (which operates on the file level) 
and disk snapshots (where data images are never re-synced with their origins). Mirroring may be done locally where it is 
specifically to cater for disk unreliability, or it may be done remotely where it forms part of a more sophisticated disaster 
recovery scheme, or it may be done both locally and remotely, especially for high availability systems. Normally data is 
mirrored onto physically identical drives, though the process can be applied to logical drives where the underlying 
physical format is hidden from the mirroring process. Typically mirroring is provided in either hardware solutions such 
as disk arrays or in software within the operating system. There are several scenarios for what happens when a disk fails. 
In a hot swap system, in the event of a disk failure, the system itself typically diagnoses a disk failure and signals a 
failure. Sophisticated systems may automatically activate a hot standby disk and use the remaining active disk to copy live 
data onto this disk. Alternatively, a new disk is installed and the data is copied to it. In less sophisticated systems, the 
system is operated on the remaining disk until such time as a spare disk can be installed with minimum disruption. The 
copying of data from one pair of a mirror to another is sometimes called resilvering though more commonly it is simply 
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known as rebuilding.[1] Mirroring can be performed site to site either by rapid data links, for example fiber optic links, 
which over distances of 500 m or so can maintain adequate performance to support real-time mirroring. Longer distances 
or slower links maintain mirrors using an asynchronous copying system. For remote disaster recovery systems, this 
mirroring may not be done by integrated systems but simply by additional applications on master and slave machines. 
 
3. ANALYSIS OF PROBLEM 
In using iSCSI we are storage the data by using client and server model but there is one major issue to the backup of the 
data if the server allows the space for the client but there is no security to the backup of the data. By using iSCSI we allow 
the server side space to the client also provide the high security but if the hard disk will be crushed in server side then all 
the  storage data of the server and client side will be lost so for removing this we use the new concept i,e iSCSI with 
mirroring. iSCSI is limited by TCP window size i.e. it cannot achieve maximum throughput on a single TCP connection. 
TCP packets may get lost causing delay in delivery of subsequent packets. If packets are lost next iSCSI headers cannot be 
found. TCP checksum is not sufficient for storage data integrity. TCP usually entails multiple copying of data. For 
mirroring in iSCSI volumes there is not possible for basic hard disk in that case the hard disk can be converted into 
dynamic disk. If the disk is not converted then the mirrored volume is not created for the both disk and also the data will 
be not mirrored in both disk. Also if copying the raw iSCSI LUN form one SAN to another within a window of an 
evening’s downtime . And the both LUNs to a single server and run an XCOPY/ROBOCOPY job to copy all the data but 
there was two problems found: A copy job containing 7TB of data would not complete in one evening. There was a fairly 
large amount of files with long file names sporadically nestled in the file system which would cause the copy job to fail. 
 
4. IMPLEMENTATION: 
iSCSI target: Logical unit numbers (LUNs) created on an iSCSI disk storage subsystem are not directly assigned to a 
server. For iSCSI, LUNs are assigned to logical entities called targets. targets are created in order to manage the 
connections between an iSCSI device and the servers that need to access it. A target defines the portals (IP addresses) that 
can be used to connect to the iSCSI device, as well as the security setting (if any) that the iSCSI device requires in order 
authenticating the servers that are requesting access to its resources. Servers that require access to a LUN have to connect 
to the target to which the LUN is assigned. To connect to a target, a server in the storage area network (SAN) uses an 
iSCSI initiator. An iSCSI initiator is a logical entity that enables the server to communicate with the target. The iSCSI 
initiator first logs on to the target . The target must grant access before the server can start reading and writing to all 
LUNs that are assigned to that target. With Storage Manager for SANs, you can create targets for the iSCSI subsystems in 
your SAN, configure the security settings for these targets, and start logon sessions with them. You can use Microsoft® 
iSCSI Software Target 3.3 to create iSCSI targets and iSCSI virtual disks. You can then use the Microsoft iSCSI Software 
Target console to manage all iSCSI targets and virtual disks that were created. Additional functionality provided in iSCSI 
Software Target includes support for taking snapshots of virtual disks. The Microsoft iSCSI Software Target 3.3 is an 
economical solution suited for a development or test environment and a small, medium, or branch office production 
environment. It enables storage consolidation and sharing on a Windows Server by implementing the iSCSI (Internet 
Small Computer Systems Interface) protocol, which supports SCSI-block access to a storage device over a TCP/IP 
network. The package of target presents the following items: 
X64:iSCSItarget_public.msi- target service component for windows server 2008 R2, iSCSITargetClient_public.msi: 
Virtual Disk Service (VDS) provider, Volume Snapshot Service (VSS) provider, and high-performance computing (HPC) 
providers to support diskless boot in HPC clusters .To create an iSCSI target: In the console tree, click LUN Management 
, In the Actions pane, click Manage iSCSI targets , In the Manage iSCSI Targets dialog box, in Select a subsystem to 
manage, select the subsystem you want to create the target for, and then click Add , In the Add Target dialog box, 
in Target Friendly Name, type a descriptive name for the target that will help you to distinguish it from other targets, 
In Select portals to enable for this target, select the check box next to each IP address that the target should use, and then 
click OK ,The Manage iSCSI Targets dialog box shows the new target, with the portals that you enabled listed at the 
bottom ,When you are finished creating the target, click Close. To create the ISCSI storage network firstly required to 
prepare the iSCSI target. But the iSCSI target is the package of the software which is installed by the internet. 
 
4.1.iSCSI Initiator: Microsoft iSCSI Initiator allows connecting a host computer (Windows-based, and Windows 7 or 
Windows Server 2008 R2 are recommended now) to an external iSCSI-based storage. It is extremely useful to deploy 
affordable and easy manageable SANs without additional hardware, using only your existing IP network infrastructure. 
Microsoft iSCSI initiator for Windows was released to public first in year of 2006 and it had immediately called attention 
to itself. Microsoft iSCSI initiator is installed by default on Windows Server 2008 R2, Windows 7, Windows Vista, and 
Windows Server 2008. In this case no installation is required, that simplifies significantly the usage process.Once the 
target created then we use the client machine i, e initiator which is already presented in the windows 7 and windows 8.  
In project used the window 7 machine as an iSCSI initiator which is presented already in the control panel’s 
administrator tools. By opening the iSCSI initiator we configure it to the target means server. 
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Fig 2: Architecture of the iSCSI                                                   Fig 3: Configuring iSCSI initiator and target 
 

4.3 MIRRORING 
Mirroring is a technique to allow a system to automatically maintain multiple copies of data so that in the event of a disk 
hardware failure a system can continue to process or quickly recover data. In a Disaster Recovery context, mirroring data 
over long distance is referred to as storage replication. Depending on the technologies used, replication can be performed 
synchronously, asynchronously, semi-synchronously, or point-in-time. A mirrored volume is a hard drive or other form of  
storage media that stores an exact copy of the data from another volume. It is used for fault tolerance, which means 
mirrored volume serves as a backup device in case the primary device fails. In mirroring two types of the data which is 
synchronous and asynchronous data. Generally mirroring present in synchronous data. 
4.3.1. Synchronous Data: Synchronous Mirroring is a technology designed for replicating between storage nodes in the 
same datacenter where redundancy of nodes is needed and low latency IP connection is required. It is widely used in 
datacenters to ensure that only one rack falls in case of power or cooling problems and others continue working. 
Spreading StarWind SANs onto two or more racks by means of synchronous mirroring permits zero data loss in the event 
of rack failure. Mirrors two independent storage nodes for High Availability of data and SAN redundancy, Eliminates 
single points of failure, Reduces downtime while protecting your mission critical data, Guarantees zero data loss in the 
event of failure. 
4.3.2 Asynchronous data: In asynchronous data replication confirmation from each storage node is not required. 
Asynchronous replication does not guarantee data integrity in the event of storage or network failure; hence, some data 
loss may occur what makes asynchronous replication a better fit for backups and disaster recovery where some data loss is 
acceptable. For zero data loss, use StarWind CDP replication. CDP utilizes more overhead on the SAN than 
asynchronous replication and is better for servers like database and email where zero data loss is preferred, but less 
critical servers yet can be replicated asynchronously. 

 
5.  EXPERIMENTAL RESULT 
5.1. How to: iSCSI target on Win Server 2008 R2: Install the windows server 2008 R2 in the system then installed the 
iSCSI target for Microsoft target3.3 in the server. Configure an iSCSI target on the latest Microsoft server operating 
system. By using target Add storage devices to create the virtual disk file which is saved by the .vhd extension. The virtual 
disk is created by using total unallocated space available in the hard disk. By using this space you can create virtual disk 
which is used by the client side this virtual disk which is broadcast to the clients. This disk is provided the full security to 
the data. After creating the virtual disk if any target is available in the iSCSI initiator side then add this target to the 
virtual disk. Same as creation of the virtual disk create a iSCSI targets and then assign this iSCSI target to the 
virtual disk of the devices. In the server and the client are connected to the UTP 6.0 CAT cable with by using 
Ethernet switch then add the target by using ip address of iqn identifiers advanced options  Connect the servers 
virtual disk to the client side.  
5.2. Configuring the Microsoft iSCSI Initiator on Windows 7: In iSCSI initiator Launch Start/Control 
Panel/Administrative Tools/iSCSI Initiator. Go to the iSCSI Initiator and running the process then open the iSCSI 
properties. By showing the fig 6.6 connecting server to the client gives the iqn identifier address of the server iSCSI 
initiator.  This IQN address present in the iSCSI initiators Configuration tab. The IQN (iSCSI qualified name) includes 
machine name and domain name, among other elements. Here’s the breakdown of the initiator name (IQN) elements: 
May 1991 is when Microsoft.com was registered, pdcwin0702 is the iSCSI initiator machine name, and cagola1.local is 
the Active directory domain name. the target are available for connection at the IP address if the multiple target are 
available, then each target connect individually. If the connections are possible then the message will be displayed 
login succeeded. The disk management of the computer and in this storage initialize the virtual disk which is 
created by the server side and send to the client side. Firstly the disk 1 will be not initialized after refreshing they 
provide the disk 1 for the initialized. The client used this virtual disk space as his own space and they created a 
new volume which is shown in fig 6.9. this new volume worked as same as other  drive like c drive , d drive etc. this 
new volumes complete authentication gives to the client but in server side the backup will be presented if any  
condition the data will be lost in client then the recovery of these data will be presented in the server side. This is 
main aim of the storage area network. You can create this volume as basic or dynamic (although dynamic 
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is not recommended for iSCSI) or even as GPT (GUID partition table) volumes, which support volumes in excess of 2TB. 
Just as is the case with any Windows volume, you need to initialize the new drive, create a partition, and format the new 
volume. Take note in Figure that Windows truly sees this disk as just another typical volume. There is nothing on the 
Disk Management screen to indicate that Windows is treating this volume any differently because it is stored on an iSCSI 
array. client use this disk as his own volume and also this volume provide the data security for  this volume because this 
data is not shown to the server side only backup will be presented in the form of the virtual hard disk.  
5.3.Configuring  mirroring with iSCSI the storage area network: In the iSCSI  if use the mirroring concept then 
firstly attached the one of the new hard disk and the original hard disk and the newly attached hard disk both will be 
converted basic into dynamic hard disk . Then check the both hard disk will be online or not if not then refreshed both 
hard disk. In above fig shows the black line which gives the total unallocated space of the hard disk and the green line 
show the allocated space of the hard disk which gives the healthy partition of the hard disk. A mirrored volume is a hard 
drive or other form of storage media that stores an exact copy of the data from another volume. It is used for fault 
tolerance, which means mirrored volume serves as a backup device in case the primary device fails. Companies and 
organizations that store critical information typically, “mirror” the data on another drive. Using a mirrored volume 
decreases the chance of losing data exponentially .In the above fig shows the unallocated space which is used to create a 
new mirrored volume. In the creation of the mirrored volume both hard disk same drive space will be used. This is the 
main concept of the mirroring which gives the data replication and the disaster recovery. In the iSCSI uses the target 
software these software solutions run on standard x86 servers and allow you to publish server disk space 
as iSCSI volumes over the server built-in Ethernet ports. Ethernet which sends error free data into the TCP/IP stack. The 
TCP/IP will detect the loss of the segment, and it will recover the segment by asking the sending host to resend the 
segment again. Also TCP has a flow control mechanism that controls the data flow. Also the TCP/IP checksum is 
implemented from the iSCSI source (initiator and target) to the iSCSI destination. Whereas Ethernet checksum is 
implemented across the wire—that is, between two network nodes (initiator and switch, switch and switch, switch and 
target). Checksum is a strong detector of errors and discards the packet if the data is incorrect, letting TCP/IP retransmit 
the packet.  Unfortunately, neither protection mechanism detects errors that occur within a switch, a fact that highlights 
the value of reliable and enterprise-class switches. When data is corrupted within a switch, TCP/IP should detect most 
errors, but mission-critical SANs require a higher level of protection. When iSCSI detects an error that TCP/IP has not 
detected, iSCSI retransmits without help from TCP/IP, which generates additional overhead and significantly impacts the 
performance of SANs. By using mirroring, we are improving the performance of the storage area network and provide a 
disaster recovery of the data and avoid the fault tolerance. By using this concept developing a storage area network with 
iSCSI initiator and the standard target version x86 software of the Microsoft. 

    
                 Fig 5.1: Mirrored volume of same data  Fig: 5.2. Creating virtual disk 
 

6. APPLICATION   
The iSCSI used in storage area network because: Low cost: Small and medium-sized businesses choose iSCSI SAN 
technology because of low deployment and maintenance costs. Since these businesses already have Ethernet networks in 
place, they need fewer additional employees and less training to deploy and manage an IP-based storage network and 
these cost savings extend into the server with the use of lower-cost network interface connections. Flexibility: Unlike 
purpose-built networks, iSCSI relies on TCP/IP networks for reliable data transport. This provides growing businesses 
with the flexibility they need to grow their network storage infrastructure without having to worry about deploying or 
managing separate SANs. They can leverage a common Ethernet infrastructure for all their storage networking needs. 
Disaster recovery: Since iSCSI uses IP for data transfer across networks, it is a very good choice for disaster recovery. 
Customers with two or more offices can use iSCSI to transfer data over long distances to protect against unforeseen 
events.  Ease of use: The process of enabling iSCSI initiator such as specialized. 
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6.1 Advantages of mirroring:  
The advantages of mirroring depend on how critical your data is, and how often you create backups. If you can't afford to 
lose data under any circumstance, then mirror the disks, and back them up regularly. In data storage, disk mirroring is 
the replication of logical disk volumes onto separate physical hard disks in real time to ensure continuous availability. In 
a Disaster Recovery context, mirroring data over long distance is referred to as storage replication. Mirroring is typically 
only synchronous. Synchronous writing typically achieves a Recovery Point Objective (RPO) of zero lost data. 
Asynchronous replication can achieve an RPO of just a few seconds while the remaining methodologies provide an RPO 
of a few minutes to perhaps several hours. In addition to providing an additional copy of the data for the purpose of 
redundancy in case of hardware failure, disk mirroring can allow each disk to be accessed separately for reading purposes. 
Under certain circumstances, this can significantly improve performance as the system can choose for each read which disk 
can seek most quickly to the required data.  This is especially significant where there are several tasks competing for data on 
the same disk, and thrashing (where the switching between tasks takes up more time than the task itself) can be reduced. 
This is an important consideration in hardware configurations that frequently access the data on the disk. In some 
implementations, the mirrored disk can be split off and used for data backup, allowing the first disk to remain active. 
However merging the two disks then may require a synchronization period if any write I/O activity has occurred to the 
mirrored disk. 
 
7. CONCLUSION 
iSCSI is used for many purposes and using a free iSCSI tool such as Microsoft’s iSCSI Target is a great way to become 
familiar with the usage of iSCSI. This will assist you in laying the foundation of knowledge needed for working with 
storage area networks or NAS devices. iSCSI Storage Area Networks provide small, medium, and large businesses with 
the ability to deploy and manage a holistic SAN to fulfill their IT and storage requirements. iSCSI SANs are low-cost 
networks that provide flexibility and ease of use. Since iSCSI is based on TCP/IP protocols, standard Ethernet switches 
can be used in iSCSI environments for connectivity. However, for best performance, the switches must provide reliability, 
low latency, edge-to-core 10 GbE support, as well as the ability to scale as the environment grows. As performance 
increases and iSCSI SANs become ubiquitous, they will gradually be integrated into enterprise TCP/IP networks. 
Distributed intelligent services and automated allocation of storage resources via virtualization will become an integral 
part of the future evolution of iSCSI SAN. 
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