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ABSTRACT 
Border Gateway Protocol (BGP) is the prevalent wide-area routing protocol. This paper describes the BGP in different 
perspective from routing aspects, message and packets formats, route path attributes to its implementations in different 
network simulation scenarios. The Internet is composed of Autonomous System (ASs) that uses BGP to implement inter-AS or 
intra-AS IP routing policies. BGP implements routing policies based a set of attributes accompanying each route used to pick 
the “shortest” path across multiple ASs, along with one or more routing policies. We used OPNET Academic IT Guru Edition 
9.1 for network simulation study of BGP as routing protocol. In this paper, we discussed the comparative results for BGP 
simple routing policy needed in any network administration for effective network utilization.   
Keywords: Autonomous System, Routing, BGP Message types, BGP Packet formats, OPNET 

1. INTRODUCTION 
Routing involves two basic tasks: determination of optimal routing paths and the transport of information groups 
typically called packets through an internetwork. The transport of packets through an internetwork is relatively 
straightforward. Path determination, on the other hand, can be very intricate [6]. The protocol that addresses the task of 
path determination in today’s networks is the Border Gateway Protocol (BGP). BGP performs interdomain routing in 
Transmission-Control Protocol/Internet Protocol (TCP/IP) networks. BGP performs routing between multiple 
Autonomous Systems (ASs) or domains and exchanges routing and reachability information with other BGP systems.  
BGP was developed to replace its predecessor, now obsolete Exterior Gateway Protocol (EGP), as the standard exterior 
gateway-routing protocol used in the global Internet. BGP solves serious problems with EGP and scales to Internet 
growth more efficiently. BGP was first defined in RFC 1105 (1989) and was updated to BGP-2 in RFC 1163 (1990), to 
BGP-3 in RFC 1267 (1991), and then to BGP-4 in RFC 1771 (1995). BGP-4 is the first version that handles 
aggregation of prefixes along Classless Inter-Domain Routing (CIDR. BGP-4 may live longer than its forerunners 
because it is capable of supporting new attributes to keep up with an evolving Internet [1],[2],[6]. 

2. DESIGN GOALS 
The design of BGP is motivated by three important goals [4]. 

    2.1 Scalability 
The division of the Internet into AS under independent administration entity can be done. An important requirement 
for BGP was to ensure that the Internet routing infrastructure remained scalable as the number of connected networks 
increases every day. 

    2.2 Policy 
The ability for each AS to implement and enforce various forms of routing policy was an important design goal. One of 
the consequences of this was the development of the BGP attribute. 

   2.3 Cooperation under competitive circumstances 
BGP was designed in large part to handle the transition from the NSFNet to a situation where the “backbone” Internet 
infrastructure would no longer be run by a single administrative entity. This structure implies that the routing protocol 
should allow AS to make purely local decisions on how to route packets, from among any set of choices. 
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3. AUTONOMOUS SYSTEM (AS) 
BGP is used to exchange the reachability information about routable IP-address prefixes between routers at the 
boundary between Internet Service Providers (ISPs). The wide routing area is divided into ASs. AS is owned and 
administered by a single commercial entity, and implements some set of policies in deciding how to route its packets to 
the rest of the Internet, and how to export its routes to other AS. Each AS is identified by a unique 16-bit number. A 
different routing protocol operates within each AS are called Interior Gateway Protocols (IGPs), and include protocols 
like Routing Information Protocol (RIP), Open Shortest Paths First (OSPF), Intermediate System-Intermediate System 
(IS-IS), and E-IGRP. In contrast, interdomain protocols like BGP are also called Exterior Gateway Protocols (EGP). An 
AS governs a set of routers/nodes under a single technical administration, using an IGP and common metrics to route 
packets within the AS, and using an EGP to route packets to other ASs. Any node/router running BGP as the routing 
protocol is referred to as BGP speaker or BGP system. BGP speakers connected within an AS constitute “Internal 
peers”, and BGP speakers connected across ASs constitute “External Peers”. As shown in Figure 1, any router/node 
which maintains a connection external to its AS, is referred to as a Border Router (BR). The routers/nodes which form 
part of external connections are referred to as BGP External peers, as indicated by the connections existing between 
BRs in AS1 and AS2. The routers/nodes within a single AS which maintain a meshed topology are referred to as BGP 
Internal peers [1],[3],[4],[7].  

 
 

Figure 1 Autonomous System 

4. ROUTING 
The primary function of a BGP system is to exchange network-reachability information, including information about 
the list of AS paths, with other BGP systems. This information can be used to construct a graph of AS connectivity 
from which routing loops can be pruned and with which AS-level policy decisions can be enforced. Each BGP router 
maintains a routing table that lists all feasible paths to a particular network. The router does not refresh the routing 
table, however instead, routing information received from peer routers is retained until an incremental update is 
received. BGP routers exchange routing information upon initial data exchange and after incremental updates. When a 
router first connects to the network, BGP routers exchange their entire BGP routing tables. Similarly, when the routing 
table changes, routers send the portion of their routing table that has changed. BGP routers do not send regularly 
scheduled routing updates, and BGP routing updates advertises only the optimal path to a network. BGP uses a single 
routing metric to determine the best path to a given network. This metric consists of an arbitrary unit number that 
specifies the degree of preference of a particular link. The BGP metric typically is assigned to each link by the network 
administrator. The value assigned to a link can be based on any number of criteria, e.g. the number of AS through 
which the path passes, stability, speed, delay, cost etc. BGP performs three types of routing: inter-autonomous system 
routing, intra-autonomous system routing, and pass-through autonomous system routing [5],[6],[7].  

  4.1 Inter-autonomous system routing 
Inter-autonomous system routing occurs between two or more BGP routers in different ASs. Peer routers in these 
systems use BGP to maintain a consistent view of the internetwork topology. BGP neighbors communicating between 
ASs must reside on the same physical network. The Internet serves as an example of an entity that uses this type of 
routing because it is comprised of ASs or administrative domains. BGP is frequently used to provide path determination 
to provide optimal routing within the Internet. 

  4.2 Intra-autonomous system routing 

Intra-autonomous system routing occurs between two or more BGP routers located within the same AS. Peer routers 
within the same autonomous system use BGP to maintain a consistent view of the system topology. BGP also is used to 
determine which router will serve as the connection point for specific external autonomous systems. Once again, the 
Internet provides an example of inter-autonomous system routing. An organization, such as a university, could make 
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use of BGP to provide optimal routing within its own AS or administrative domain. The BGP protocol can provide both 
inter- and intra-autonomous system routing services. 

   4.3 Pass-through autonomous system routing  
Pass-through autonomous system routing occurs between two or more BGP peer routers that exchange traffic across an 
AS that does not run BGP. In a pass-through AS environment, the BGP traffic did not originate within the AS in 
question and is not destined for a node in the autonomous system. BGP must interact with whatever intra-autonomous 
system routing protocol is being used to successfully transport BGP traffic through that AS.  

5. BGP MESSAGE TYPES AND PACKET FORMATS 
There are four BGP message types are specified in RFC 1771, given as: Open message, Update message, Notification 
message, and Keep-Alive message [1],[2].  

5.1  Header Format 
All BGP message types use the basic packet header. Open, Update, and notification messages have additional fields, but 
keep-alive messages use only the basic packet header. Figure shows the fields used in the BGP header.  
 

 
Figure 2  Header Format 

 
Each BGP packet contains a header whose primary purpose is to identify the function of the packet in question. The 
function of each field in the BGP header is described as: 
The header field contains an authentication value that the message receiver can predict. Length field indicates the total 
length of the message in bytes. Type field specifies one of the the message type as: Open message, Update message, 
Notification message, Keep-alive message. Data field contains upper-layer information. 

5.2  Open Message 
The Open message opens a BGP communications session between peers and is the first message sent by each side after 
a transport-protocol connection is established. Open messages are confirmed using a Keep-Alive message sent by the 
peer device and must be confirmed before updates, notifications, and keep-alives can be exchanged. 
BGP open messages are comprised of a BGP header and additional fields. This is shown in Figure 3. 
 

 
 

Figure 3 Open Message 
BGP packets in which the type field in the header identifies the packet to be a BGP open message packet include the 
following fields. These fields provide the exchange criteria for two BGP routers to establish a peer relationship. Version 
filed provides the BGP version number so that the recipient can determine whether it is running the same version as the 
sender. Autonomous system provides the autonomous system number of the sender. Hold-Time field indicates the 
maximum number of seconds that can elapse without receipt of a message before the transmitter is assumed to be 
nonfunctional. BGP Identifier field the BGP identifier of the sender (an IP address), which is determined at startup and 
is identical for all local interfaces and all BGP peers. Optional Parameters Length field indicates the length of the 
optional parameters field (if present). Optional Parameters field contains a list of optional parameters (if any). Only one 
optional parameter type is currently defined: authentication information. Authentication information consists of the 
following two fields: Authentication code: Indicates the type of authentication being used. Authentication data: 
Contains data used by the authentication mechanism, if used. 

5.3  Update Message  
An Update message is used to provide routing updates to other BGP systems, allowing routers to construct a consistent 
view of the network topology. Updates are sent using the TCP to ensure reliable delivery. Update messages can 
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withdraw one or more unfeasible routes from the routing table and simultaneously can advertise a route while 
withdrawing others. 
BGP update messages are comprised of a BGP header and additional fields. Figure 4 shows the additional fields used in 
BGP update messages. 
 

 
 

Figure 4 Update Message 
 
BGP packets in which the type field in the header identifies the packet to be a BGP update message packet include the 
following fields. Upon receiving an update message packet, routers will be able to add or delete specific entries from 
their routing tables to ensure accuracy.  
Unfeasible Routes Length field indicates the total length of the withdrawn routes field. Withdrawn Routes field contains 
a list of IP address prefixes for routes being withdrawn from service. Total Path Attribute Length indicates the total 
length of the path attributes field or that the field is not present. Path Attributes describes the characteristics of the 
advertised path. The attributes for a path are: Origin: It is a mandatory attribute that defines the origin of the path 
information. AS Path: It is again mandatory attribute composed of a sequence of autonomous system path segments. 
Next Hop: It is also mandatory attribute that defines the IP address of the border router that should be used as the next 
hop to destinations listed in the network layer reachability information field. Multiple-Exit Discriminator: This is 
optional attribute used to discriminate between multiple exit points to a neighboring autonomous system. Local 
Preference: This is discretionary attribute used to specify the degree of preference for an advertised route. Atomic 
Aggregate: This is discretionary attribute used to disclose information about route selections. Aggregator: This is 
optional attribute that contains information about aggregate routes. Network Layer Reachability Information: This 
contains a list of IP address prefixes for the advertised routes. 
 
5.4  Notification Message 
The Notification message is sent when an error condition is detected. Notifications are used to close an active session 
and to inform any connected routers of why the session is being closed. 
Figure 5 shows the additional fields used in BGP notification messages. 
 

 
Figure 5  Notification Message 

 
BGP packets in which the type field in the header identifies the packet to be a BGP notification message packet include 
the following fields. This packet is used to indicate some sort of error condition to the peers of the originating router. 

2) Error Code field indicates the type of error that can be occurred. The different error types defined by this are field :  
Message Header Error: Indicates a problem with a message header, such as unacceptable message length, unacceptable 
marker field value, or unacceptable message type. Open Message Error: Indicates a problem with an open message, 
such as unsupported version number, unacceptable autonomous system number or IP address, or unsupported 
authentication code. Update Message Error: Indicates a problem with an update message, such as a malformed 
attribute list, attribute list error, or invalid next-hop attribute. Hold Time Expired: Indicates that the hold-time has 
expired, after which time a BGP node will be considered nonfunctional. Finite State Machine Error: Indicates an 
unexpected event. Cease: Closes a BGP connection at the request of a BGP device in the absence of any fatal errors. 
Error Subcode  field provides more specific information about the nature of the reported error. Error Data field 
contains data based on the error code and error subcode fields. This field is used to diagnose the reason for the 
notification message. 

5.5  Keep-Alive Message 
The Keep-Alive message notifies BGP peers that a device is active. Keep-alives are sent often enough to keep the 
sessions from expiring. As per the specification, the hold timer is reset upon receipt of a keep-alive or an update 
message. 
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6. SIMULATION SETUP 
We used OPNET IT Guru Academic Edition 9.1 Network Simulator [8]. We used three simulation scenarios setups: 
NO_BGP: We assign HTTP LAN server to West LAN and allowed E-Commerce clients at East LAN. Other objects 
used in setup are given in Table 2. 
NO_BGP_POLICY: The network is divided into ASs as AS123, AS45, and AS678 shown in Figure 6 with different 
colors. We disabled the RIP protocols used in earlier setup only at the interfaces of AS. The neighbors inter-domain 
routers are defined using their interface IP addresses, AS numbers and update sources. This is given in Table 3.       
BGP_POLICY: Routing policy is enforced using route map. Router3 is configured to redirect its load on two egress 
links. We assign AS path, Local preference and weight of 10 to link connecting Router3-Router4. This way traffic from 
Router3 to AS678 using IP address 192.0.8.2 will be preferred to go through Router5. The simulation setup is given in 
Table 2. 

 
Figure 6  Network Topology 

 
Table 1: Simulation setup 

Parameters Values 
Routing Protocol RIP 
Network type Campus 
Scale 10 Km x 10 Km 
IP Address Family IPv4 
Send Style Broadcast 
Router Ethernet4-Slip8-Gtwy 
LAN 100BaseT_LAN 
Update Interval 30 seconds 
Timeout Interval 180 seconds 
Start Time (Distribution) 5 seconds 
Stop Time 65 seconds 
Failure Impact Retain Route Table 
Simulation Time 10 minutes 

 

7. RESULTS DISCUSSION 
The information of four LANs and eight routers interfaces and their IP addresses is shown Figure 7. It is observed that 
all simulations setups took delay of 2 minutes to respond initially and reached to 600 bytes/sec and then 1000 bytes/sec. 
The time average of traffic received (bytes/sec) is shown in Figure 8.  
The routing table of Router3 contains RIP protocols and BGP protocols used at their inter-domain interfaces in 
NO_BGP, NO_BGP_POLICY and BGP_POLICY setup. This is shown in Figure 9 and Figure 10.  
We apply routing policy used in BGP_POLICY setup to bypass traffic from Router3 to Router4 and go through 
Router5, so we observed that the throughput (bits/sec) is significantly increased to 9000 bits/sec for Router3-Router5 
and approximately zero for Router3-Router4. This is shown in Figure 11 and Figure 12.      
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Figure 7 Router interfaces and IP addresses in No_BGP Scenario 

 
 

Table 2: Neighbors information for inter-domain Routers 
 

Routers Neighbour1 Neighbour2 Neighbour3 Neighbour4 

Router1 
Router3/AS 123             
IP 192.0.10.1 
Update Source: Loop 

   

Router2 
Router3/AS 123             
IP 192.0.10.1 
Update Source: Loop 

   

Router3 
Router1/AS 123 
IP 192.0.5.1 
Update Source: Loop 

Router2/AS 123 
IP 192.0.6.1 
Update Source: Loop 

Router4/AS 45 
IP 192.0.8.2 
Update Source: Not used 

Router5/AS 45 
IP 192.0.9.2 
Update Source: Not used 

Router4 
Router5/AS 45 
IP 192.0.15.1 
Update Source: Loop 

Router3/AS 123 
IP 192.0.8.1 
Update Source: Not used 

Router6/AS 678 
IP 192.0.12.2 
Update Source: Not used 

 

Router5 
Router4/AS 45 
IP 192.0.13.1 
Update Source: Loop 

Router3/AS 123 
IP 192.0.9.1 
Update Source: Not used 

Router6/AS 678 
IP 192.0.14.2 
Update Source: Not used 

 

Router6 
Router7/AS 78 
IP 192.0.19.1 
Update Source: Loop 

Router8/AS 78 
IP 192.0.20.1 
Update Source: Loop 

Router4/AS 45 
IP 192.0.12.1 
Update Source: Not used 

Router5/AS 45 
IP 192.0.14.1                                                                                                                
Update Source: Not used 

Router7 
Router6/AS 78  
IP 192.0.18.1 
Update Source: Loop 

   

Router8 
Router6/AS 78 
IP 192.0.18.1 
Update Source: Loop 

   

 

 
Figure 8 Traffic received (bytes/sec) 
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        Figure 9  Route Table in No BGP Policy                                                    Figure 10  Route Table BGP Policy 
 

  
 
        Figure 11  Throughput from Router3 to Router4                               Figure 12  Throughput from Router3 to Router5 

8. CONCLUSION 
The enforcement of routing policies is very important for any network administration of AS. The present BGP 
simulation study is rather simple one, but its operation in real-world is extremely complex. We discussed only two route 
attributes: AS path and Local preference in this simulation study.  We studied router configuration setups of router for 
route map and neighbor information used for enforcing routing policy. There are number of open and interesting 
research problems in this area for enforcing routing policies using BGP. 
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